% Why You Should Choose XiangShan

* Industry-competitive, high-performance, fully-verified and
open-source processor

* First-tier performance in RISC-V
» Industrial-grade verification flow including UT, IT, ST + FPGA

* The only open-source implementation of RISC-V RVA23
profile
* Your ideal choice for Vector and Hypervisor research

ELLEIRA The XiangShan Team
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+ XiangShan History Lesson

* 1st generation: f

58 (Yangihu)

« 2020/6: first commit of RTL design
« 2021/7: 28nm tape-out, 1.3GHz
« SPEC CPU2006 7.01@1GHz, DDR4-1600

» 2nd generation: g8 (Nanhu)
« 2021/5: performance exploration and RTL design
« 2023/4: GDSII delivery

* 14-nm tape-out

« SPEC CPU2006 20@2GHz
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+ XiangShan History Lesson

* 3rd generation: 2888 (Kunminghu)
« ISA feature: Vector (V) extension, Hypervisor (H) extension
« Support RVA23 profile and L2 Cache with CHI protocol
« Estimated SPEC CPU2006 45@3GHz

* Future: Kunminghu V3
 Targeted at SPEC 2006 22/GHz
« Extended multi core support

&LEIBA The XiangShan Team



% Frontend Architecture

Branch Prediction Unit

uBTB
32 entries (full-assoc) mBTB TAGE-SC ITTAGE RAS
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commit 64 entries :
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% Frontend Design Philosophy

» Primary goal: provide enough instructions for 8-wide
backend

« We need high accuracy BPU and high bandwidth IFU

 Decoupled frontend
« 64B fetch block, maximum 32 instructions

« BTB structure, maximum 8 branches in 64B
4 branches in every aligned 32B

 Limited 2-taken BPU and 2-fetch IFU

&LEIBA The XiangShan Team



% BPU Architecture Overview

- 3-stage prediction pipeline
+ BP1: uBTB + aBTB

« BP3: mBTB + RAS + TAGE + |T_Tage | BPO | BP1 | BP2 553

: e |
! A
—» fall-thru :

|, uBTB

'
'
32 entries (full-assoc) :
T v
) aBTB
‘

 Limited 2-taken support e esient

'
mBTB
—> >
region-BTB, 4K long target entries (2 way) + 8K short target entries (2 way)
T T
1

resetVector —»|

xnw 2d 1xau

« Maximum 8 branches in 64B

redirect —»|

TAGE-SC

« No more cross-page predictions é S

« Half-aligned index N s
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4% Limited 2-Taken

« Gain 50% performance of 2-taken with 10% extra area

« Only uBTB will generate 2-taken predictions under some

certain conditions

» First branch: static target
« Same target indirect jump
* Direct jump
 Branch

« Second branch: no conflict
« Branch: TAGE-SC read conflict
 Indirect: ITTAGE read conflict

« Consecutive call: RAS read conflict

BR1

BR2

ot
i

her
umps

Re

t

Ot

her

4§Qtahteirc d
indireclindi

Br anc

i

Stabl e| ca

Dyn

a miad

Ot

j

her d
umps

Ret

Ot her q atic
indirec

Ot

her
indirec

d




% Micro-BTB and Ahead-BTB

« Large capacity S1 predictor with ahead pipeline technology

1K entries (4-way)

Fetch Block A

atag

aset

——>» b addr

aJedwod Se

Predictor Index Tag Prediction

uBTB (left) A A B
aBTB (right) A B C

Fetch Block B Fetch Block C Fetch Block A Fetch Block B Fetch Block C
A
b tag b tag ctag
b set
a set
c addr > caddr

2.edwod 3e
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% S3 Predictors

- Main-BTB:
« 4K entries with long target, 8K entries with short target
 Half-aligned index

22—
s28-lgnod po — 1 >| 5
« TAGE-SC & ITTAGE & RAS: > sholarget ||, shotlarget |
« Standard design with some tricks o] | | [
» Inherited from Kunminghu V2 = =
« Modified for BTB structure =1 o 1 P e
- Parameter optimization oot ]| [, ong e

+ 8 possible

" branches



+ FTQ

 Support for 2-taken and 2-fetch
« Decoupled enqueue and dequeue
 Flow control when dequeue

 Reduced redirect latency
* Train BPU when branches are resolved

FTQ

« Faster training usually means higher accuracy

- Add a new resolve queue to cache branches
« Complex control in resolve queue

- Manage queues according to life cycle

FB2

FB1

BPU

65432

setldx

bande.“




4% l1Cache

e H4KB (4—Way) IFO | IF1 IF2
- 64B cache.llne | ' ]
« 8B bank fine-grained storage E ' &
+ 4 + 10 MSHR o TR
- Read hit banks only for low 3 ;. =
power g prefetchPipe —>» g
» Support Zicbop prefetch.i peftc —— .
» Support parity check s |
- Support auto-recovery (re-fetch Lo S,
from L2 cache)
16
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% Backend Architecture

inst WB _
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+ Backend Design Philosophy

 Primary goal: functionality, bandwidth and PPA trade-off

» 6-wide decode/rename/dispatch

 Snapshot, instruction fusion, move elimination and ROB
compression

 Read regfile after issue
* Full support for RVA23 profile

* Including Vector and Hypervisor extension

&LEIBA The XiangShan Team
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4% Backend Related RVA23 Profiles

Type Feature

Unprivileged V, Zth, Zvth, Zimop, Zihintpause

Exception Sstvala, Shtvala, Shvstvala, Smdbltrp, Ssdbltrp
Interrupt Smaia, Ssaia, Sstc, Smrnmi

Hypervisor H, Shgatpa, Shvstvecd

Perf counter Sscofpmf, Sscounterenw, Shcounterenw, Smcsrind
State control Smstateen, Ssstateen

Debug Sdtrig

ELLEIRA The XiangShan Team



4 Collection of Features

* Instruction fusion
 Fuse adjacent uops to reduce dynamic instruction count

* Move elimination
« Change the rename map directly
« Mark as complete when move instruction enters ROB

« Rename snapshot
« Re-rename from snapshot instead of committed instructions
« Faster recovery after redirect

« Rob compression
« Compress ROB entries according to certain rules




% Data Path

 Read regfile after issue
« Compared with otherwise:

- Better timing and area e e S
ROB « IssueQueue | | p|TOTWEAIG| o '
» More function units and Foo gl el [
regiSteI‘S Dispatch ;f;'““ﬁ‘:;‘*“e—ge aw B P Exulock
- More complex control path | oncuose | Crcr| Ao [
 To mitigate: Rosscuo |, et Ly o
- Efficient arbitration of regfile e e h
read ports

 Accurate speculative wakeup
and cancelling

ELLEIRA The XiangShan Team



+ Regfile Cache

1
» Multiple functional units share a regfile

IntlQ F—

 Conflicts on read ports
» Regfile is too big to add more read

read port == _L} 1

ports

| |

I |

« Add a small cache for regfile I |
« Small means more read ports [ E

 Reduce conflicts on original regfile I |

« Same performance with fewer read ports | |

_ —_—_ —_ . —_ —_ —= =

« Fewer read port means better timing wie ||

RC Age
Module

RC Data
Module




% V Extension

» Closely-coupled vector design, reuse existing pipeline
« Split vector instructions into uops at the granularity of vector

registers

» VPUs also process floating-point calculations

write back

ROB <
: l

VEXU
Decode —>» Rename —» Dispatch —»{ IssueQueue —>»{ Register File ~|::
Spilt vector Vector RAT e
m::; I:;m and freelist Vector datapath HEU?_?:_:, ?Jm]ar

&LEIBA The XiangShan Team
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VIALU | VIMA VIPU VPPU

VPU
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% Memblock and L2 Cache Architecture
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16*2 16*3 Prefetcher 16+ 2 162
I | | |
~ A N
VL VL VS Vs ¢ ¢ ¢ ¢ ¢ ¥ ¥
‘ Split ‘ ‘ Split | ‘ Split ‘ ‘ Split ‘ \ﬁ:rﬁ A,_%U A,_%U AL%U Mou ASGTU ASGTU STD| [STD
| | [ I
Scalar Load/Store Pipeline l | l ’i‘ ’l[ l l J
[ 1 | [ | r/-----f--------qm- oottt ooptttmmqmm
VL VL VS 'S
Merge| |Merge| |Merge| |Merge DTLB DTLB
I T I
WriteBack
VirtualLoadQueue
MemBlock 72 entries Stosl;seeanl;Sue
LoadQueueRAR
72 entries 2*16B/cycle
y
ITLB DTLB
le— LoadQueueRAW
Repeater Repeater 32 entries Store Buffer
16 x 64B
LoadQueueReplay
72 entries
A4 A4 ExceptionBuffer Y
1 entry
L2TLB & PTW DCache
2048 entries UncacheBuffer 64KB, 4 way
4 entry

to L2Cache
32B / cycle

Self-defined
Prefetch Req

to L2Cache
32B / cycle

XSCore
[L‘I Prefetch] [ ICache ] [ PTW J [ DCache J [I_MMIOJ [D_MMIOJ
oL A Teul TL-C TLuL AT
32B/cycle| 32B/cycle 32B/ cycle 8B / cycle 8B / cycle
A 4 A 4 y A 4 A 4
Refil| Hint
XBar MMIO XBar
AAAAN
A ARG sg I/__ULl
cycle
v - Yo — [ (Amiter L A
W - N X
Prefetch I
E?eceiveJ [ BOP J < “( : Refill Hint * 4 MMIO Bridge
PrefetchReq\_|” | Slice
Prefetcher
A A
DecoupledIO(CHI) * 4\( Decoupled(CHI) * 1
( Arbiter ]
CHI-CoupledL2 aI

DecoupledIO(CHI)

4

[ L-Credit Link Layer

| —

CHI ISZB / cycle



« Memblock and L2 Cache Design Philosophy

 Primary goals:
 Functionality and safety
« Latency, bandwidth and hit rate

» Support for V and H extension

 Support for CHI Issue E, C, B

* Distributed load queues

« Co-optimization between L1 and L2 Cache
» Multiple prefetch algorithms

ELLEIRA The XiangShan Team
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4 Distributed Load Queues

« Split load queue based on different responsibilities
« Simpler control, better timing and acceptable area

 Early commit: load instruction can be retired sequentially
from load queue after write-back

LoadQueueReplay <—
Load Issue Queue «—— Dispatch

|
LoadQueueRAR <— l Allocate at dispatch

v

LoadQueueRAW «—— Load Pipeline | Virtual Load Queue

Exception Buffer <«— ,l, T
Writeback

Deallocate at writeback

Uncache Buffer <«—
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4% L1 DCache Prefetch

* Detect load pattern
 Reuse load pipelines

e Stream: (X, x+1, x+2, ...)
e Stride: (x, x+n, x+2n, ...)

loads from

» Fetch data from D$ MSHR (@

A

issue queue DQache
—_— misses
»| load pipeline 0 e
- » |oad pipeline 1 DCaChe
» load pipeline 2 3 MSHR
missed o
M

L1 Hardware
Prefetcher

y

train reqs:
demand miss

prefetch hit

(Stream, Stride...)

L2 Hardware

y

Prefetcher
(SMS...)

Prefetch Filte

r

L

e

L2

||Buffer

prefetches

\ 4

Prefetch Filter

Acquire reqs

Y

L2 Cache
Refill

L

[ prefetch data path}
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% Outstanding 10 Performance

« Svypbmt: memory attribute based
* NC: non-cacheable, RVWMO
* |O: non-cacheable, sequential

« Out-of-order on NC area

Master Slave Master Slave

: NC Request 0 : NC Request 0

NC Request 1

NC Resp 0
NC Resp 0

; NC Request 1
. ' NC Resp 1
v \ v \

on pages

110 Coherency (PoS observable)

Cache Coherency (PoS observable)

Cache Coherent Cache Coherent |/O Coherent I1/O Coherent
Agent 0 Agent 1 Agent 2 Agent 3
\ Y Y
Y Y Y Y
Coherent Interconnect
(PoS, Point of Serialization)
A ] A

Y

Non-coherent Interconnect

Y h
Y y
Memory Memory
Controller Controller
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4 L1-L2 Collaborative Optimization

and the use of refill data
* L2 Cache hints LSU to replay before T
refill [ | ]

L2

- 3 fixed cycles between load waking up [ ﬁ }

- Set up monitor to track info from main @e,cyc.es
pipeline \
» Calculate the exact hint timing [ @ }

 Send hint signal to L1 3 cycles before
refill

| : |

&LEIBA The XiangShan Team 32




4 Private Protocol between L1 and L2

« Modifications have been made

based on TileLink _
. . CoupledL2 TL2CHI CoupledlL2 KunminghuV3
 To support CMO Instructions

¢ TO CO_Optimize bEtween L1 and Kunminghu Kunminghu Kunminghu
L 2 L1 Core Core Core
L1D | L1I |PTW L1D [ L1I [PTW L1D | L1l [PTW
« Conversions between different e g S
coherence protocols are bad PR S S —
. o o . CoupledL2
« More complicated verifications T T -
» Result in conservative design s - - ¥
HuanCun OpenLLC / NoC OpenLLC / NoC

» TileLink is functionally limited
compared with CHI

ELLEIRA The XiangShan Team 33



% V Extension

« Split vector instructions at
the granUIarity Of Vector Access Path

load/store operations =T

Vec LD/ST IQ

 Reuse scalar pipeline N | s | p—

» Bandwidth optimization for [0

16 entries

unit-stride access e e

 One translation and cache
request for contiguous
memory access

ELLEIRA The XiangShan Team




% H Extension

« 2-stage address translation (Sv48x4)

« Maximum 16 pages walked before
getting physical address

« Add new fields in TLB entry
* New hypervisor PTW

o w

tag data perm  id type J

/L1TLB \
vpn / tag ppn perm asid
type g_perm vmid
(" Host
vpn ppn perm asid 00
\-
( VS-stage A
vpn gvpn perm  asid 10
\- J
4 )
G-stage
gvpn ppn  g_perm vmid 11




4% Conclusion

 High-bandwidth, decoupled frontend
« High-accuracy BPU and high-bandwidth IFU
« 2-taken and 2-fetch support in BPU and IFU

» Full-featured, high-bandwidth backend

 Support for V extension
« Many interesting techniques

» Secure and low-latency memory subsystem
 Support for V and H extension
« Co-optimization between L1 and L2 cache

e Questions are welcomed!
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